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VistA Imaging - Gateways: Behind the Scenes
This is class 243.  I'm Greg Bosak, this is Dave Massey.  We both work for EPS I think now, on the support side.

Here's some objectives.  Basically we're just going to go through some mainly DICOM, a little HL7, Text and Image Gateways, some limitations of VistA Imaging, and then patch 69 changes with Cache.  Patch 69 was supposed to have been out about a year and a half ago, it's still in Beta.

This gives you some references.  All the documentation you'll ever need and ever want.

Text Gateway, this is what your generic run-of-the-mill Text Gateway looks like.  Most of you folks have probably seen this, we'll go through exactly what these windows are a little later.  

And Image Gateway.

DICOM is an acronym, it stands for Digital Imaging and Communications in medicine.  Originally it was just for radiology, it has since spread out across multiple fields.  DICOM's kind of gone through a transformation.  It started out in 1985 as ACR-NEMA, ACR being the American College of Radiology, NEMA being National Electrical Manufacturers Association.  Those two got together and decided to get a standard, it became ACR-NEMA 2.0 in '88 and then DICOM in '93.  The biggest difference between DICOM and the ACR-NEMA versions, DICOM became a networked protocol.  Before then it was a point-to-point serial type protocol.  If you want to look at the standard, if you stack it it's about yay big.  You can get a PDF version at that website.

Here are the parts of the DICOM standard.  They constantly change.  Main ones you're going to use are part 3, part 6.  Part 6 specifically is the data dictionary and we'll go over that in a little bit.

And some more parts of the standard.  Latest being WADO, or web access to DICOM persistent objects.  And they're constantly changing the standard.  It goes out for review, comment, comes back, and they change and add things as needed.

Common buzzwords, service class provider which is SCP, service class user, service object pair, unique identifiers or UIDs, value representation.  Little endian and big endian, which is byte ordering.  And group and element address or tags.

We went over ACR-NEMA.  AET which is an Application Entity Title.  And PACS, Picture Archiving Communication Systems.  Also known as pain and constant suffering.

This is kind of a timeline of DICOM, where it's been and kind of how it spawned out from radiology and went out into other areas.  The VA in particular wrote most of the dental and ophthalmology parts of the DICOM standard, so we've been doing things for a long time.  There are a lot of folks in Silver Spring that have actually sat on the DICOM committee and the HL7 committees, so it's some pretty sharp people.

This is the ISO layer of DICOM, so DICOM basically runs on top of TCP/IP but below the application level.  Within that layer you have the associations, the services, the object, and DIMSE commands.

Service class user, that's thought of as client, and service class provider is the server.  And some devices can take on one or both roles.

An entity or an object usually represents a collection of information.  Nine times out of ten it's an image, but it can also be structure reports with the information model, any other DICOM conformant modality.

There are two different types of objects, one being normalized, which represents a single entity, an example of this would be N-EVENT, N-GET, the N of course being normalized.  A composite object such as C-FIND or C-STORE represents several entities in the DICOM object.  You usually find that in exchange of data.

Services, DICOM services are actions taken upon those objects.  Services such as storage, print, move, or find.

Information object definitions.  An IOD determines what information is used to define an object.  This is Part 3 of the DICOM standard.  For CT you have an IOD, for MR you have an IOD, and each one of those information object definitions specifically defines how that image is supposed to be represented.

Tags, they're unique identifiers with a group and element.  The way the read is you'll see group 8, element 60, which is modality.  This is part 6 of the DICOM standard, so every tag has a specific value.  

Examples would be this.  2037 is image orientation, 1010 is always going to be patient name, slice thickness is always going to be 1850.  But the way it reads is the first four digits are the group, second four are the element.

Left out of the cc editor version
Private tags are used by vendors.  They're odd group, so it would be the first four digits ending in an odd number, so 9 or 11 or 41.  They're only used by that vendor for their own information, no other outside entity even looks at it.  And it's not defined by the standard at all.

And back to the IODs, you have tags that don't belong in every object.  So you get these type tags.  Type 1 is a required tag, a 1C is a one conditional, so if element X is there then element Y has to be there.  Type 2 is required, but it may be empty.  And 2C is a two conditional.  Type 3 is optional, so it's basically send it if you have it.

SOP class.   Service combines with an object to create a SOP class.  So CR image storage has this SOP class, so every CR image will have this in the metadata, the header, and it denotes that it's CR SOP class.  

Now images and objects can be transferred in a couple of different ways.  Implicit VR, explicit VR, little endian and big endian is byte ordering.  Value representation, again that's defined in the standard, so you see a VR of PN you know it's a person name.  It could be LT, long text.

Basically you need three things for any kind of DICOM connection.  That's an application entity title, an IP address, and a port number.  If you have those three things, you can get connectivity and then start troubleshooting from there.

This is basically what a DICOM message looks like, so you have an SCU and an SCP.  The SCU initiates the request, an SCP responds to it with an accept message.  And you actually get the message or image, and then the SCU issues a release request and then SCP a release response.  So the important thing is whoever initiates a connection in DICOM also has to release it.  It's a little different than a lot of other protocols.

This is what it looks like within the Gateway logs themselves.  So you'll see the calling and called AE titles.  Transfer syntaxes.  

The accept and the release.

And again, it's whoever initiates the connection closes it.

Unique identifiers.  Every image or object has three types of UIDs.  Study, series, and an image.  It's hierarchy.  Because of the way vendors implemented their algorithms, they tend to create duplicates a lot.  So the VA is trying to mandate that every modality uses the study instance UID that we generate, we being VistA Imaging.  If you use modality worklist, that's already being done.  Problem is that a lot of vendors generate their own, they create duplicates.  By definition of the DICOM standard if it's a duplicate it's the same image, so it will get rejected.  That may not always be the case.  But the important thing is we generate the study, the modality generates the series and the image UID.

This is the Image_in directory, which on the Gateway.  If this is full images are here for mainly two reasons.  They're undefined modalities or they need to be corrected, which is an option in VistA, the MAGD FIX.  Corrections occur because either patient name, patient ID, or the accession number don't match up with what's in the radiology order.

And this is what DICOM Correct looks like on the VistA side.

And in this instance it was a bad case number.

Site-specific master files.  These are files that are configured on a site-by-site basis.  They're Instrument.DIC, Modality.DIC, Portlist, SCU, Worklist.DIC, and the DICOM healthcare providers.  2006.5831 is the only one that actually resides on VistA.  The rest reside on the gateways themselves.  

Text gateway basically has two main functions.  One is DICOM Modality Worklist, and the other being DICOM N-Event Messages if you have a PACS Broker.  So the N-Event messages, basically we take HL7, turn it into a DICOM message, and send it off to a PACS Broker, who then takes it and then turns it back into  HL7, back into Modality Worklist.  PACS Brokers have kind of gone the way of the dodo.  Not really in use except when the older commercial systems who may have a merge broker or a image share.  They're kind of being bypassed now.  Either it's a direct HL7 link into VistA or they're using the Text Gateway from another worklist.

Text_Gateway_1_1 window, this is where we actually read a global MAGD HL7 that, when a radiology order is generated an HL7 message is generated, stored in MAGD HL7, and this is the reading of that global on the gateway.

This is a menu option to actually look at those HL7 messages, so if you go back 

the number next to HL7, so 1, 2, 3, through 8, that's the number that we give it as far as an HL7 message number.  

You can actually go in, type that number into option 1.6 to read that HL7 message, 

and this is what it looks like in short format.  You see the message header, patient ID section, the OBR, the OBX.  If you're not used to looking at an HL7 it kind of gets convoluted.  

It's a little easier if you go in and look at the option is long, and it kind of spells out all the fields for you.  

A little easier.

And this is what the actual global looks like on VistA.  Most important part being the zero node, piece four being the number of entries, and piece three being the last entry number.  There was a problem at one time where it wasn't sequential, we would get out of sync with Fileman and some problems would occur, but a recent patch took care of that.

And if you get a corrupt HL7 message, you would use option 1.8 to modify the HL7 message pointer.  Simply just skip over it.  So if 301 was corrupt you'd just type in 302, it skips over in MAGDHL7 and things start kicking off again.

This is back to the PACS interface, the N-Event messages.  Some sites have it, they're few and far between now.  Portlist.dic is how you define the port, basically you sit and listen and wait for a PACS to connect to you.  And the PACS communication status, all that was originally designed for future use, none of it was ever used, so the only things you'll ever see are U, V, W and X.  They're the send cues and response cues to a PACS broker.  They should be in sync.  This one's not.  So U and V should be in sync, and W and X should be in sync.  The rest of it you'll always see as 9s.

Modality worklist status.  This is basically telling you what's going on with modality worklist.  So the instrument name is the calling AE title as defined in worklist.dic.  The queries are the number of queries for that day.  And the matches, well the time is the last query, and the matches are the number of matches for the last query for active orders.

This is a sample worklist.dic entry.  Field 1 is the application entity title of the modality, which is the calling AET.  A lot of times what we do is when you have a new device coming online we just give them port number, IP address, say bang away, it's going to fail.  It will show up in network status window as undefined.  

Or actually it will say failed.  

Then we go back in here and actually put the AE title, because half the time the vendors tell you one thing, and it's never that thing.  A lot of them don't know their own stuff.  Field 2 is your site code.  You can also leave this blank and it will pick up the site code in the gateway configuration, which is a reference to file 4, the institution file.  Imaging service is either RAD or CON, RAD being radiology, CON for consults.  Imaging type, we see a lot of mistakes with this.  People put modality codes in here.  They'll put MR in here, well MR is not really an imaging type, it's a specific modality code.  MRI would be the proper use, and there's like seven modality codes.  It gets confusing.  Like general radiology stuff.  CR, DX would fall under general RAD.  Field 5 is the accession number format.  In the old days a lot of devices couldn't support a full date-case number accession number, 16 character field, so we had to shorten it up for them.  So you had the option of putting short or long.  Short would just be the radiology case number, long is date-case number.  99.9% of the time now it's long.  That's no longer a limitation for modality vendors.  And there's a switch in there for no dashes, and that no dashes put in specifically for some commercial systems that if you had dashes and no dashes in the patient ID, they would separate out folders.  So we put a little switch in to send the SSN without dashes.  Starts out in VistA without dashes, we put it in in worklist and then we can take it out again.  Either way.  If it's undefined it will go with dashes.  And then the description.

So if you change everything in worklist.dic and none of it becomes active until you actually run this update worklist.dic, which reads that text file information into the global, which is 2006.583.  

This is going back to the modality worklist status window.  This is the way we kind of track down what's going on as far as worklist queries, so you'll have an instrument come in, say it's a new instrument, it queries and they're not getting anything.  If you go and look in the DICOM message logs you can kind of peruse through all the DICOM stuff and get to the nitty gritty where you'll see a DICOM data one.  It actually gives you a file path where the incoming and outgoing messages are.  Now you can look at them in hex if you want, but there's also a textual representation of that hex data in the incoming and outgoing .txt files.  So if you bring those up you can actually see their query, their being the modality, and our response to that query.  

Which would look a little like this.  So you can actually see the tags, see what fields they're querying for, and then see our response to that query.

MAGDWLST, that's the global local to the Text Gateway where all this information is kept, where modality worklist information is kept.  2006.55 is the patient level information, 

and 2006.56 is the study level information.  So once the HL7 message is read by the Text Gateway from MAGDHL7, it's then populated into MAGDWLST on the Gateway, and that's where the modality is actually queried and get the worklist information.  So again, as far as troubleshooting goes, if you've got a modality that says I'm not getting patient X, you can actually go in and look at the global and see if it made it to the global.  If it's not in the global normally what happens is they case edit it, they status track it to examined.  Once it hits examined in the status tracking it's dropped from its global.  

There's some purges on the Text Gateway that you used to have to do a little more often than you do now, but with patch 69 the database is expanded out to 500 meg, used to 40 meg.  So purges don't have to occur as often.  But option 10 does a manual purge of that MAGD worklist global, MAGDWLST global.

Option 11 will purge those data 1 and data 2 directories where that incoming and outgoing information is kept.  

Option 11 purges MAGDHL7, so this is an actual purge of a VistA global, it's not local to the gateway.  MAGDAUDT is also kept on VistA, so we don't really recommend purging these guys too often.  Basic reason is if you needed to get that information, once it's gone it's gone, so 11 and 12 yearly if that.  If you ever had to resend that information you can by simply taking the pointers back.

Image gateway.  This is what your normal Image gateway looks like, multiple instruments, an image status window, and the DICOM process window.  

Instrument.dic.  So basically this is the structure of the instrument.dic.  US1, it's simply a mnemonic, it means nothing.  A lot of sites use AE titles, it's just something that helps you define what that thing is so you know.  You have a description, again your site code.  Imaging type, RAD or CON, one or the other.  So RAD for radiology, CON for consults.  A port number.  So this is site configurable.  The way we like to see it normally set up is have all your ultrasounds in one range, have all your CTs in another range.  The gateway runs all storage in the background on port 60,000 so just don't use 60,000 because what it does is connect on the background to this, so 60300 connects to 60,000 for storage.  But this is the front end, what the modality actually connects to.  And the machine ID, you don't need this to make it run, but the machine ID is useful in defining the start-up script so it knows what to start-up automatically.  Some sites don't use it, they like to start up the windows individually, but for the start-up script to work properly you need to define this.

This is the image processing window, so basically when it comes in first thing it does is takes a look at the patient name, patient ID, and the accession number and does a check in VistA to see if it's valid.  If it is active order exists, it begins processing.  If it's not, it will fall into DICOM correct.  It also does a check against whatever is in modality.dic to see if it's been defined.  It will drop it as an undefined modality if there's not an entry in modality.dic.  And this is simply copying those files over to RAID.

MAGDINPT, that's the global local to the gateway for files incoming.  And again, the zero node, piece four is the total number of entries, and the last entry number is piece three.  You'll see the instrument mnemonic and the 8 count pointer.  So 37814 in this instance is actually pointing to file name xxx37815.  So that's the next image to be processed.

And this is what an undefined modality looks like.  So the modality comes in for the first time, shows up because there's not an entry in modality.dic.  It's going to require you to do some defining.

First field in modality.dic is manufacturer number, manufacturer, the second being the model, and the third being the modality code.  Those three have to match exactly.  So a lot of times you'll see vendors actually come in with spaces in the name and you don't really pick it up, so you'll think I just defined this, why isn't it going through?  It's because there's a space at the end of it, and I'll show you how to figure that out.  The fourth piece is the DCM toTGA parameters, so B12 f0 c4095 R8.  Everybody thinks that's black magic, but it's not and we'll show you how to determine all that.  Hopefully in the near future you won't have to worry about that.  For ultrasound, nuc med, and OT, or other, those modality codes you just simply store in DICOM.  There's not this transfer from DICOM to targa.  There was a decision made a long time ago to with targa files, and it's still biting us.  So slowly we're going back and just keeping it in DICOM, and I'll explain a couple of reasons why.  So the accession number extraction point, again, in the old days when modality worklist wasn't as prevalent or manufacturers didn't support it, everything would always fall in DICOM correct because we're looking in tag 850 for accession number and it wasn't there.  So in order to kind of expedite things we had a bunch of different little entry points so we could go and study description or we could go in case ID, different tags, pull the accession number out of there and process it through and connect it to the right study.  It kept from DICOM correct building up and what not.  The field after that, back to that, 99.9% of the time it's going to be long case, which is looking in group 8 element 50.  If they're using worklist it's always going to be there.  The field after that is purely for CTs, it's the Hounsfield adjustment unit.  Because we transfer some files from DICOM to targa, targa has some limitations.  Targa you can't have negative values, so CTs in particular send a lot of negative value pixels.  So you have this dilemma.  You have targa files but no negative values, so we had to do something in order to compensate.  So what you see a lot with CTs is we do a pixel shift, you do a pixel addition, most common being A1000.  So we shift everything above 0.  Well if you do that you also have to adjust the Hounsfields so that the radiologist gets the right reading, and that's what that field is, the Hounsfield adjustment unit.  So again, hopefully this will move to DICOM and you won't have to worry about it.  The field following that is simply the way the text file is formatted, in this instance it's for CR.  So back to the IODs, different IODs have different fields, so the way the text file was used at one time was you had the DICOM header at the bottom of the text file and then another portion at the top of the text file that the viewing applications used to go and look for information in a fast manner so they didn't have to read the whole document file.  So there's a couple of different file formats that you can use, data miss, data CR, data MRI.  So those IODs have different formats and different fields that are pulled out.  It simply has to do with the creation of the text file.  And lastly the imaging service, again it's either RAD or CON.  If undefined it will default to RAD.

This is the Gateway configuration file, so when you actually get a Gateway and you want to set it up for the first time you're going to go into option 4-2-2, and what that does is update this global MAG DICOM 2006.563.  

And in here you'll set up your M-to-M broker address, your port number, the machine ID.  The machine ID has to be unique, reason being is DICOM correct.  When DICOM correct loops through it looks specifically for a machine ID so it knows where to process those images.  So if you have multiple machines with the same ID, DICOM correct can get confused.  Mail group, this guy actually won't let you go through unless you enter a mail group in.  Fictitious or not.  And the post office, which now by default should be smtp.va.gov, and that's where all the mail messages are sent.

And a master file build.  This is all those configurable files and non-configurable files loaded in the globals.  

Element.dic and template.dic.  Element.dic is basically that DICOM dictionary part 6, that's the Gateway's version of that.  Sites aren't supposed to touch it.  We've done it before in order to make things work, but it will get overwritten with every new patch.  So if somebody makes changes to that, the next time they load a patch those changes will be overwritten.  Template.dic is also the formation of those tags.  UID basically all those SOP classes, all those transfer syntaxes, all that stuff that has UIDs.  UIDs in DICOM have a 64 character limit.  If a vendor tries to tell you he's got a 66 character UID, he's full of it.  HL7, back to the HL7 formatting.

And then here's your site configurable files, the instrument.dic and modality.dic.

Worklist, portlist, SCU list and SCP list.  And when you run this option basically what you want to see is DICOM master file build completed successfully.  If not it will spit some errors out at you.

Some common errors on the Gateway.  You'll see this a lot with network hiccups, so what we tell people and what they're going to change in the future as far as the Gateway, the way the Gateway works now is it tries to write the RAID and if for whatever reason it can't write to RAID at this instant it stops cold.  SO what they're going to do and try several times before it stops and warns you.  But anytime you see one of these errors the first thing we do is say just try restarting, because it's probably a network burp and you just need to reconnect.

DKFUL, you see this a lot on the Text Gateway where for whatever reason purges haven't happened, a lot of newer sites when they came up, they weren't case editing or status tracking, so nothing was ever dropping from worklist.  So we were getting these disk resources or disk full errors.  Again with the expansion of the database to 500 meg as opposed to 40 meg, you won't see this as often.

And back to another Gateway error.  Again, it simply couldn't write to the RAID share for whatever reason.  A lot of people get freaked out by the message saying image entry NNN was successfully removed.  All that's saying is that Fileman IEN, the image wasn't removed, it was just that IEN that was used.  So if you control C and start it back up again and grab the next IEN that Fileman issues.

Initially when new modalities are coming online you'll see a lot of test images or see a lot of canned images from vendors and corrupt images because of networking, whatever.  You may have to just simply bump past an image to get things going again, at least that's what we do.  We'll bump past it, get the Gateway going again, and then go back and look at the image and see what the problem is.  To do that you just simple increment the image pointer, which is option 4.  That simply moves that 8 count pointer one ahead and goes to the next in sequence.

Displaying an image header is option 9, option 2-9 on the Gateway.  

This is what we do to look at it.  I like using it this way better than using the actual viewer, which we can show you as well.  I can't remember all the groups and elements, so this spells it out for you so that if you're not seeing X you can go in here and see why.  Is it in that field to begin with?  

So again, 860 is modality code, so it spells it out for you and in this instance it's other or OT.  850 accession number is there.

This part, the group 28 actually has to do with the pixel data.  So when you see that B number, back to modality.dic, the B12, what we're looking at is the bits stored value, which is 28101.  If you leave it blank the software will figure it out on its own.  By convention we still do it, but it's really not necessary.  So if you leave that blank, so if you have the B12 f0 C4095, essentially what it's saying is B is bits stored, the f is the floor of 0, and the C is the ceiling of 4095.  So a 12 bit image has 4096 possible values of gray scale, so 0 to 4095.  So that's all the f and all the C are doing is floor and ceiling.  If you leave it blank the software will figure it out, you actually see it on the fly.  But by convention we still put it in there for troubleshooting I guess.  

This would be the other way to look at the DICOM header, simply just double click on the image on the Gateway.  We'll probably get sued by San Francisco for using a likeness of the Golden Gate Bridge.  And go into view info and DICOM header.

And this is the way it shows up in there.  Again, if you know the groups and elements then have at it, but I like the other way because it actually tells you what it is.  

Some limitations currently.  Gateway does not store overlay data, which is group 6000 in the DICOM header.  Basically just tosses it.  So a lot of times, a lot of normal modalities are sending overlay data and a lot of reconstruction workstations are sending overlay data, and it's showing up one way in VistA Imaging and it's not looking the same as it was on the 3-D workstation.  People say the information's not there.  Well it's because we can't store it currently.  Patch 34 will allow that.  Images contain a photometric interpretation of palette color.  Several different types of color, RGB, YBR, palette color, which is real common in nuc med.  We can actually process this, it will store fine.  The problem is that clinical display can't display it, and you'll see like a cannot set scrollbars message.  So this basically we try to tell the vendors to send it as RGB until patch 72 comes out, which is a clinical display patch which will handle palette color and every other color they can throw at us.  Clinical display uses about a ten year old toolkit as far the DICOM side goes.  DoD got involved, so now they're pushing it, and it should be out in Beta by September.  DICOM presentation states, again patch 34 will handle that, and SR or structured reports, slated for patch 34 as well.

This is back to tga and the conversion of DICOM to tga.  Cannot handle negative values, so everything has to be shifted above zero.  Cannot handle images that contain embedded icon sequences, which are thumbnail images.  A lot of modalities produce their own little thumbnails.  It's not a limitation of the Gateway per se, it's a limitation of that toolkit on clinical display.  It will try to display the thumbnail as opposed to the real image.  And DICOM storage commit, which is another service in DICOM that says I sent you my images, do you have them?  Yes?  Okay.  It's been around since '95, so 34 is supposed to handle that as well.

As far as the Text Gateway goes, MPPS, which is Modality Performed Procedure Step, which is a subcomponent of modality worklist, kind of tracks where a patient is as far as the study goes, we don't support that.  Vendors for the most part can turn that off, which we have them do.

Patch 69, which has been in Beta for about a year and a half, they told us last year that it was going to be out by last VeHU.  Should be out soon.  It goes from MSM to Cache.  The biggest difference is instead of the MSM console you'll use the Cache terminal and a Cache cube, which in this instance if it's inactive it'll be gray, if it's blue it's active.  Cache starts up automatically upon boot.

And some nice changes are that the Gateway options are now added to the Windows start menu, so it's a little easier to access and you don't have to go drilling down through files to find them, and you can start things individually.  A lot simpler.

And some GUI based tools as far as Cache goes.

So you can look at globals, errors, and whatnot through GUI as opposed to the old way of doing it in MSM, global listing and whatnot.
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